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ABSTRACT 
Many recent studies perform annotation of paintings based on 
brushwork. They model the brushwork indirectly as part of 
annotation of high-level artistic concepts such as artist name using 
low-level texture features and supervised inference methods. In 
this paper, we develop a framework for explicit annotation of 
paintings with brushwork classes. Brushwork classes serve as 
meta-level semantic concepts for artist names, paintings styles and 
periods of art and facilitate the incorporation of domain-specific 
ontologies. In particular, we employ the serial multi-expert 
framework with semi-supervised clustering methods to perform 
the annotation of brushwork patterns. Serial combination of 
multiple experts facilitates step-wise refinement of decisions 
based on the preferences of individual experts. Each individual 
expert performs focused subtasks using relevant feature set, which 
decreases the ‘curse of dimensionality’ and noise in the feature 
space. Each expert focuses on the annotation of the currently 
available samples from its unlabeled pool using semi-supervised 
agglomerative clustering. This approach is more appropriate as 
compared to the traditional classification methods since each 
brushwork class includes a variety of patterns and cannot be 
represented as a single distribution in the feature space. The 
experts exploit the distribution of unlabelled patterns and further 
minimize the annotation error. The multi-expert semi-supervised 
framework out-performs the conventional methods in annotation 
of patterns with brushwork classes. This framework will further be 
adopted to facilitate ontology-based annotation with higher-level 
semantic concepts such as the artist names, painting styles and 
periods of art.   

Categories and Subject Descriptors 
H.3.1 [Information Storage and Retrieval]: Content Analysis; 
I.2.1 [Artificial Intelligence]: Applications and Expert Systems 

General Terms 
Algorithms, Design, Performance, Experimentation. 

Keywords 
Multiple experts, brushwork, painting annotation 

1. INTRODUCTION 
Visual characteristics of paintings such as color, brushwork, and 
composition concepts constitute a large body of expert analysis in 
the paintings domain [1]. The artists and art historicans 
formulated various heuristics and theories defining these concepts 
and utilized them for description of paintings. The color, 
brushwork and composition tightly relate to high-level semantic 
information of painting such as artist name, painting styles and 
fine art periods. Due to this, artistic concepts in the domain of 
paintings have been used for painting analysis to support 
applications such as brush-stroke detection, image annotation and 
retrieval and anti-fakery analysis etc [8, 12, 15, 17]. In particular, 
brushwork serves as an important cue to the identification of 
artist. Table 1 demonstrates the domain-specific knowledge on 
various brushwork classes. The brushwork classes in Table 1 refer 
to the techniques of depiction used by famous artists from 
Medieval to Modern periods of art. From Table 1, we can observe 
that brushwork classes vary with respect to paintings style and 
period of art. 

Brushwork is important for the annotation of artistic concepts in 
the paintings domain. Several studies performed automatic 
brushwork analysis and utilized it for the annotation of paintings 
with artist names [8, 12]. Herik et al. [8] extracted color and 
texture features and performed classification of impressionistic 
paintings using neural network. The feature set used included 
color histograms in HSI and RGB color spaces, coefficients of the 
Fourier spectra, image intensity statistics and the Hurst 
coefficient. They reported classification accuracy of 80% with 
respect to artist names. Li et al [12] proposed the use of 2-D 
MHMMs to model brushwork in Chinese paintings for the 
purpose of annotating with artist names. They utilized the three-
level pyramid of Daubechies coefficients as features and profiled 
each artist as a mixture of 2-D MHMMs. They reported an 
accuracy of between 58% to 80% depending on the number of 
mixture components in the model and on the subset of paintings 
used for the analysis. Both methods directly model the artist 
profile based on low-level features. Such approach has several 
drawbacks. First, it does not incorporate domain-specific 
knowledge for disambiguation of results. An example of an 
external domain-specific ontology is AAT [2] that offer wide 
range of artistic concepts for annotation. Second, since brushwork 
is not represented explicitly in such a framework, the introduction 
of other high-level concepts in arts domain will require additional 
training. 

Most studies utilize a single classifier approach to assign labels in 
image annotation task. This approach is shown to be fruitful in 
many applications [5, 8]. However, it suffers from the ‘curse of 
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dimensionality’ problem, which inevitably leads to the loss of 
accuracy [6]. To alleviate this problem, multi-expert frameworks 
have been proposed. Early work on expert combination mostly 
focused around ‘multiple experts vs multiple levels’ [7, 21]. 
Recent studies have shown that the use of multi-expert approaches 
could lead to higher accuracy as compared to the single classifier 
approach [10, 19]. Pudil et al. [19] proposed a serial (sequential) 
approach to expert combination. Generic approach to serial 
combinations of multiple classifiers has been discussed in [20]. 
Another possible way to increase the accuracy of inference 
methods is the use of semi-supervised techniques. These 
techniques exploit both labeled and unlabelled data within 
inference process. Such techniques are beneficial because in many 
circumstances the data density can provide good clues regarding 
what data points belong to what classes. Unlike the traditional 
classification methods, clustering techniques may incorporate 
both labeled and unlabelled instances within inference process 
and, thus, could facilitate semi-supervised inference. Existing 
methods for semi-supervised clustering fall into two general 
categories: constraint-based and distance-based. Constraint-based 
methods rely on the user-provided labels or relational constraints 
to guide the algorithm towards more appropriate data partitioning 
[22]. In the distance-based approaches, an existing clustering 
algorithm that uses a particular clustering distortion measure is 
employed, but the measure is trained to satisfy the labels or 
constraints in the given supervised data [11].  

In this paper, we focus on the annotation of brushwork patches 
with respect to the brushwork classes. Explicit annotation of 
paintings with brushwork classes facilitates further identification 
of the artists (for example, “impasto by van Gogh”, “impasto by 
Cezanne” etc.) and it serves as the meta-level knowledge for the 
domain-specific ontology. To our knowledge, this is first attempt 
to explicitly model artistic brushwork concepts for the purpose of 
further ontology-based annotation in the paintings domain. Due to 
the large variety of brushwork patterns, we utilize a number of 
statistical and signal processing features for the representation of 
brushwork contents. This leads to the problem of high-
dimensional feature space. To perform annotation in such a space, 
we adopt a serial multi-level expert framework, where experts at 
each level utilize only a subset of features determined by the 
artistic domain knowledge. Within this framework, the decision 
process drives unlabelled patterns through the intermediate nodes 
(decisions) of the decision hierarchy to achieve the final 
annotation. We further extend this framework to perform semi-
supervised annotation. Semi-supervised annotation is achieved at 
the level of individual experts associated with the decision tree 
nodes. The decision process of each individual expert represents 
constraint-based semi-supervised clustering. The expert performs 
clustering of the feature space and maximizes the number of 
partitions that satisfy the constraints. Based on such partitions, the 
expert refines the set of labels assigned to the unlabelled patterns 
and passes it to subsequent expert at the next level. The decision 
process continues until it reaches all terminal nodes of the 
decision tree. 

The rest of this paper is organized as follows. Section 2 provides a 
brief discussion of the ontology-based annotation of paintings 
using artistic concepts. Section 3 describes features used to model 
brushwork patterns. Section 4 provides the background of serial 
combinations of multi-level experts. Section 5 describes the 
framework for serial combination of multiple experts for semi-

supervised annotation of brushwork patches with brushwork 
classes. Finally, Section 6 presents the experimental results, 
followed by conclusions in Section 7. 

2. ANNOTATION OF PAINTINGS 
In our previous work [16] we introduced a generic framework for 
the annotation of paintings with artist names and painting styles. 
Within this framework, each painting is represented as a set of 
visual concepts referring to the artistic color, brushwork and 
composition concepts. These concepts represent visual level 
(atomic) concepts within our framework and serve as the basis for 
annotating higher-level concepts such as the artist names, periods 
of art and painting styles. These visual and high-level concepts are 
organized into a three-level ontology as demonstrated in Figure 1, 
which shows the organization of artistic concepts in visual, 
abstract and application-specific levels. Such approach has several 
advantages. First, the explicit assignment of visual-level concepts 
offers more flexibility to paintings annotation and retrieval. 
Second, it facilitates the introduction of domain-specific 
ontologies within the proposed framework, thus, enabling the use 
of ontology-based learning for concept disambiguation and 
propagation.  
 
 
 
 
 
 
 
 
 
 
 
 
Concepts at visual level (atomic concepts) include color, 
brushwork and composition concepts. They provide cues for the 
identification of abstract and application-level concepts such as 
color palette, brushwork technique etc. Abstract-level concepts 
include those concepts that are provided by artistic theories and 
mostly used by the art experts. This level includes concepts like 
“expressive”, “harmony”, “rational”, “gestural” etc. In artistic 
theories, “expressive” means the usage of complimentary 
contrasting colors, while “rational” means brushwork techniques 
with very careful application of brush-strokes such as 
“divisionism”, “pointillism” and “shading” [1]. Application-level 
concepts include artist name, painting style and period of art 
concepts. Double-edged arrows show that these concepts are 
inter-connected. They are designed for the novice users.  
Within our framework, brushwork is of importance for artist 
annotation. Indeed, with brushwork patches classified as, for 
example, “impasto” class, we can further subdivide them into 
“impasto by Van Gogh”, “impasto by Sezanne” etc. These sub-
categories readily serve as the basis for annotating with artist 
name. Similarly, the use of specific brushwork classes implies the 
painting style and the period of art. For example, “glazing” and 
“shading” brushwork classes are widely used in Medieval Art, 
while “pointillism” class is never used in this period. Table 1 lists 
the brushwork classes that are used in our framework together 
with brief arts background.  

Color Brush

Art 
Period

Paintin
g Style

Abstract 
Color

Abstract 
Brush

Artist 
Name

Visual-level 
concepts

Abstract-level 
concepts

Application-level 
concepts
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Figure 1. Three-level ontology of artistic concepts 
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3. BRUSHWORK ANALYSIS 
There are several approaches to analyze brushwork. Meltzer et al. 
[18] have developed methods for the explicit detection of brush-
strokes for further identification of artists. Their method made a 
number of assumptions like the high intensity around brush-
stroke, and therefore is not suitable in our case. Moreover, explicit 
brush-stroke detection requires a controlled high-resolution 
collection.  

Other research [8,12] adopted texture-based representation and 
analysis of brushwork patches. These approaches are not so 
computationally expensive and can be used for the collections 
downloaded from the Web like in our case.  

Table 1 demonstrates that our collection includes a vast number of 
patterns. The patterns are mostly stochastic. They exhibit a variety 
of properties such as directional (for example, “impasto”), non-
directional (“pointillism”), contrasting (“divisionism”) and 
smooth (“mezzapasta”). In terms of the spatial homogeneity we 
can roughly group brushwork patterns as homogeneous 
(“mezzapasta” and “pointillism”), weakly homogeneous 
(“divisionism”) and inhomogeneous (“scumbling”, “shading” and 
“glazing”). 

 

 

Various comparative studies showed that no single texture 
features representation approach performs best for all kinds of 
textures. Hence, to capture the variety of patterns in our dataset, 
we need to utilize various signal-based and statistical texture 
feature representations. As Table 1 demonstrates we utilize color 
and texture features for pattern representation. To calculate color 
features, we utilize CIE L*u*v color space. From color histogram, 
we extract major colors with account for their perceptual 
similarity [4]. We calculate complimentary and chiaroscuro color 
contrasts based on our previously developed method [17].     

In order to model the variety of brushwork patterns, we use 
several texture features. First, we make use of the edge-based 
features to capture linear components of a pattern. We apply 
Canny edge detector [3] with fixed threshold to the whole 
collection and calculate directional histogram: 

∑
=

i
i

i

P
P

EdgeHist                                    (1) 

where Pi denotes the number of edge pixels in the i-th direction. 
Next we extract the gradient-based features. These are statistics of 
image gradients (mean and deviation) and their directional 
histogram. We calculate the directional gradient histogram using 

Class Background Characteristics Low level features Examples 

 
Shading 

 
Depiction of foldings in 
Medieval Period 

Edges and gradients, often 
directional, intensity 
contrast, weakly or non-
homogeneous 

Multiscale Gabor texture features, Zernike moments, 
Chiaroscuro (intensity) color contrast, Multiscale 
Fractal Dimension, Lacunarity 

 

 
 

Glazing 

 
Depiction of nudity/face in 
Medieval Period 

Subset of hues (yellow, 
red, orange), intensity 
contrast, gradients, non-
homogeneous, may 
contain edges 

Top major colors with account for the perceptual 
similarity, Chiaroscuro (intensity) color contrast, 
Daubichies Wavelet Transform,  Zernike moments, 
Multiscale Fractal Dimension, Lacunarity 
 

 

 
Mezzapasta 

Widely used technique in 
paintings. The color palette 
used varies with respect to the 
art period.  

Homogeneous, low 
intensity contrast and 
small gradients 

Mean and Deviation of image magnitudes, 
Directional Histogram of Gradient Magnitudes, 
Major colors with account for perceptual similarity 

 

 
Grattage 

 

Depiction of objects and 
patterns in Fauvism and 
Expressionism painting styles 
of Modern Art period 

Edges, high gradients, 
intensity contrast, 
inhomogeneous  

Number of Edge Pixels, Mean and Deviation of 
Directional Edge Histogram, Chiaroscuro (intensity) 
color contrast, Daubichies Wavelet Transform, 
Multiscale Fractal Dimension, Lacunarity 

 

 
 

Scumbling 

Depiction of sky, clouds, 
greenery and atmosphere in 
Fauvism, Impressionism, 
Post-impressionism and 
Pointillism painting styles of 
Modern Art 

 
Soft gradients, low 
intensity and hue contrast, 
low directionality, weakly 
homogeneous 

 
Daubichies Wavelet Transform, Zernike moments, 
Chiaroscuro (intensity)  and Complimentary (hue) 
color contrast, Multiscale Fractal Dimension, 
Lacunarity 

 

 
 

Impasto 

 
Widely used in 
Impressionism, Post-
impressionism, Pointillism 

Edges, high gradients, 
often directional, low hue 
contrast, high intensity 
contrast 

Number of Edge Pixels, Directional Histogram of 
Gradient Magnitudes, Chiaroscuro (intensity), 
Complimentary (hue) color contrast, Daubichies  
Wavelet Transform, Multiscale Gabor texture 
features 

 

 
Pointillism 

Often used for depiction of 
atmosphere/air in Pointillism 
painting style 

Medium intensity contrast, 
medium roughness, no 
directionality, 
homogeneous  

Mean and Deviation of Magnitude, Chiaroscuro 
(intensity) color contrast,  Daubichies Wavelet 
Transform, Zernike Moments 

 

 
 

Divisionism 

 
Widely used in Pointillism, 
demonstrates the Color 
Mixing Principle 

High gradients, high 
roughness, high intensity 
and hue contrast, no 
directionality, weakly 
homogeneous 

Mean and Deviation of Magnitude, Daubechies 
Wavelet Transform , Chiaroscuro (intensity) and 
Complimentary (hue) color contrast, Multiscale 
Fractal Dimension, Lacunarity 

 

Table 1. Brushwork classes used for annotation
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the formulae above. For both histograms, we employ eight 
directions. 

For representing the directional characteristics, we utilize multi-
scale Gabor Transform proposed for the image retrieval by 
Majunath et al. [15]. A Gabor filter bank is a pseudo-wavelet filter 
bank where each filter generates a near-independent estimate of 
the local frequency content. Gabor filter acts as a local band-pass 
filter with certain optimal joint localization properties in the 
spatial domain and spatial frequency domain. To extract the 
Gabor features, the input image I(x, y) is convolved with a set of 
Gabor filters of different orientations and spatial frequencies that 
cover appropriately the spatial frequency domain. In our 
experiments, we utilize 8 orientations and 4 scales. The general 
functional g(x;y) of the two-dimensional Gabor filter family can 
be represented as a Gaussian function modulated by an oriented 
complex sinusoidal signal:   

]2)
~~

(
2
1exp[

2
1),( ~2

2

2

2

x
yxyx

jWyxyxg π
σσσπσ

++−=            (2) 

where σ denotes the scaling parameters of the filter with respect to 
x and y, W is the center frequency, and θ determines the 
orientation of the filter.  

Another important texture feature is the Dyadic Wavelet 
Transform (DWT). DWT is most useful for multi-resolution 
image analysis and captures a variety of texture properties [13]. 
Dyadic wavelet decomposition is carried out using 2 channel filter 
banks composed of a low-pass (G) and a high-pass (H) filter and 
each filter bank is sampled at a half rate (1/2 down sampling) of 
the previous frequency. We employ Daubechies filter banks for 
our study. This filter bank has the important qualities of 
orthogonality and compact support.  

To extract texture features from Gabor and Daubechies filter 
response, we calculate the mean and deviation of energy 
distribution of the transform coefficients for each sub-band at 
each decomposition level. Let the image sub-band of size NxN  be 
Ii(x, y) with i denoting the specific sub-band, then the resulting 
feature vector obtained from the filter response is f{µi,σi} with,  
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The major drawback of energy-based features above is the implicit 
assumption of texture homogeneity. Such assumption does not 
hold for several classes of brushwork in our dataset that include 
non-regular textures (for example, “scumbling” and “shading”).  
To represent non-regular textures, Mandelbrot [14] popularized 
the self-similar fractional Brownian motion (fBm) model, which is 
characterized by a single parameter known as the Hurst parameter. 
The Hurst parameter controls the visual roughness of the process 
at all scales. In our study, we utilize the extended self-similar 
(ESS) model [9] that measures the Hurst Parameter at various 
scales and, thus, encodes more detailed textural information. First, 
ESS model calculates the directed increments (in x and y 
orientation) of dyadic scales for an image I(x,y):  
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The structure function is defined as the average of the incremental 
power over all available pixels: 
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for θ = {Xaxis, Yaxis}. The multi-scale Hurst parameters are 
computed for scale s to obtain the isotropic and directed features 
as follows: 
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Finally, we utilize statistical moment descriptors to extract shape 
information from the brushwork patches. We employ these 
features to represenr “glazing”, “shading” and “scumbling” 
classes. We further utilize region-based approach for shape 
description that makes use of all the pixel information across the 
patch and does not require the shape boundary. Teague [23] first 
introduced the use of Zernike moments to overcome the 
shortcomings of information redundancy present in the popular 
geometric moments. Zernike moments have property of 
orthogonality and have been shown effective in terms of the image 
representation. Zhang et al. [25] demonstrated that Zernike 
moments out-perform geometrical moments in shape retrieval 
task. Another important property of Zernike moments is that they 
are rotation invariant and can be easily constructed to an arbitrary 
order. The Zernike polynomials are a set of complex, orthogonal 
polynomials defined over the interior of a unit circle x2+y2=1 as: 
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where n is non-negative integer, m is the number such that n-|m| 
is even and m≤n, r=sqrt(x2+y2) and θ=tan-1(x/y). The magnitude 
of Zernike moments has the property of rotational invariance and 
is defined as: 

∑∑+=
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nmnm yxVyxInA ),(*),(1
π

               (8) 

where x2+y2≤1 and * denotes the complex conjugate. For our task, 
we calculate 32 Zernike moments. 

To perform the annotation task, we represent brushwork as the set 
of mutually exclusive classes. Thus, each pattern in our dataset 
belongs to only one class of brushwork. However several 
properties of brushwork significantly complicate the annotation 
process. First, brushwork patches often bear some resemblance to 
each other. For example, “divisionism” can be quite similar to 
“impasto” brushwork class. Next, brushwork significantly varies 
in the areas along the object borders and areas of minor details.  
Next, each brushwork class includes a variety of patterns that 
might not be close to each other in the feature space. Lastly, our 
collection includes paintings captured under varying lighting 
conditions and this introduces additional difficulty. 

We employ all of the above features for adequate representation 
of brushwork patterns. This yields high-dimensionality of the 
feature space, leading to the 'curse of dimensionality'. It 
essentially means that the sparseness of data increases 
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exponentially with the dimensionality of the input space given a 
constant amount of data, with points tending to become 
equidistant from one another at a certain high dimension [6]. This 
will degrade the quality of the traditional inference methods. To 
tackle this problem, we adopt a framework that combines several 
experts, each of which assigns candidate classes to the unlabelled 
patterns based on a subset of features. Next section describes the 
multi-expert framework.  
 

4. MULTIPLE SERIAL EXPERTS FOR 
ANNOTATION 

The multi-expert approaches are beneficial, because the 
combination of targeted experts aimed at focused subtasks often 
results in higher accuracy and require smaller datasets as 
compared to single-expert approaches. Also, such approaches can 
be more natural for applications with pre-defined subtasks and 
known relationships among subtasks [20]. Multi-expert 
approaches facilitate dimensionality reduction for the domains 
where relationships between the features and the properties of 
subtasks are known. Configurations that combine experts in 
several sequential levels are called serial configurations. The main 
attraction of the serial approaches for decision combination is that 
these configurations implement a step-wise decision-making 
procedure [19]. After the first intermediate decisions are taken at 
the preliminary level in the decision hierarchy, the final decision 
is reached through a step-wise refinement procedure. As the 
decision hierarchy is traversed in the forward direction, the 
decisions of individual experts become more and more refined, 
and the confidence associated with the decision increases.  

In our work we utilize the decision tree configuration of multiple 
experts that consists of a root-node, a number of non-terminal 
nodes and a number of terminal nodes. Associated with the root 
node is the entire set of classes into which a pattern may be 
classified. A non-terminal node represents an intermediate 
decision and its immediate descendant nodes represent the 
decisions originating from that particular node. The decision 
making process terminates at a terminal node. The unlabelled 
patterns found in the terminal node receive the class label 
associated with that particular terminal node. Each level of the 
decision hierarchy includes several experts that operate 
simultaneously and independently of each other. The decision 
process sequentially traverses the tree in top-bottom sequential 
fashion. Figure 2 demonstrates the decision hierarchy that 
incorporates these ideas.  

With multi-level approach, we progressively reduce the subset of 
classes to which a pattern might belong at each level of the 
decision hierarchy. We denote the subset of candidate classes the 
target size. The reduction of the target size is performed by 
individual experts. Each node of the decision hierarchy in Figure 
2 is associated with an individual expert. Each expert receives the 
subset of data and its target size from the ancestor node at the 
previous level. Individual expert splits its respective dataset in 
accordance to the decision hierarchy, thus reducing the target size 
and refining the ambiguous decisions. 

We formalize the reduction of target size as follows. The expert at 
the i-th level has the input vector (X,Si-1) and generates the output 
set Si, where X represents a pattern. Si represents the set of classes 
to which the expert of i-th level believes the pattern X might 

belong and set Si is a subset of its respective set Si-1 (Sn⊂ Sn-1 ⊂ Si 
…⊂ S0) During the classification process, if the terminal node is 
reached, then patterns under this node are labeled with a single 
element of Si. 

 

 

 

 

 

 

 

 

 

 

 

 
The performance of the serial multi-expert approaches relies on 
the performance of individual experts. Suppose we denote the 
performance function fi(Pc,Pe) of the i-th expert in terms of the 
probability of giving the correct and erroneous assignments 
respectively (Pc and Pe).  Given the performance function fT(Pc,Pe) 
of the terminal nodes of the combined configuration, the higher 
recognition rate of the combined system with respect to each 
individual expert is achieved if fi(Pc,Pe) < fT(Pc,Pe). Since the 
serial expert approach sequentially refines its decisions, then the 
multi-expert configuration cannot exceed the performance of its 
terminal nodes, provided that all experts operate on the same 
feature space and dataset. Therefore, the final performance can be 
either lower or identical to the performance of terminal nodes if 
all the experts utilize the same feature.  However, if the experts 
operate on different subsets of feature, and their corresponding 
feature subsets are relevant to their respective sub-goals, then the 
sparseness and noise of the feature space from the point of view of 
the expert can be reduced. This results in the increase in expert’s 
accuracy and the overall accuracy of the combined system is 
expected to be better.  

Another important issue in the overall system’s performance is the 
order and optimal number of the experts. It can be observed that 
the performance of the subsequent levels of experts depends on 
the performance of the pervious levels. Hence, the order of the 
experts influences the overall system performance. As the 
introduction of each additional expert may increase the overall 
error, it is thus important to employ an optimal number of experts 
such that the increase of performance achieved by incremental 
enhancement does not diminish as more experts are combined. In 
Section 5, we define the decision hierarchy and individual experts 
used in annotation of brushwork patterns. 

There exist two major strategies for the serial multi-expert 
approaches [20]. In Class Set Reduction strategy the target size is 
reduced continuously when the decision process traverses the 
decision hierarchy. This strategy requires the decision process to 
carry unlabelled samples until the terminal nodes are reached. We 
provide details of the Class Reduction strategy in Section 4.1. In 
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contrast, Class Reevaluation strategy is concerned only with 
patterns that are rejected and recognized with low confidence. In 
accordance to this strategy, the decision process does not need to 
carry the unlabelled instances if they are recognized with high 
degree of confidence at the intermediate nodes. We will discuss 
the Class Reevaluation strategy in Section 4.2. 

4.1 Class Set Reduction strategy 
The Class Set Reduction strategy requires that the experts 
generate a subset of class indices from the original set of class 
indices received from the previous layer. There are two sources of 
information for any expert, the first being the current unlabelled 
patterns itself, and the other being the list of candidate classes 
passed on by the ancestor expert. The candidate class labels 
reflect the choice of the previous expert in identifying the current 
set of unlabelled patterns. Thus, the expert at i-th level of the 
decision hierarchy needs to produce a candidate class subset Si of 
its own preferences as a function of each unlabelled pattern X. 
The subset Si should have a high probability of containing a true 
label among the candidate class labels corresponding to the 
patterns.  Naturally, this condition will greatly depend on the 
performance of individual experts within the decision hierarchy. 
Assuming:  
• w(X) is the true class of pattern X, 

• d(X,Si) is the candidate class generated by the current expert, 

• Pei is the probability that Si does not contain true class, 
Pei=P[w(X)∉ Si], 

• Pci is the probability that Si contains true class, 
Pci=P[w(X)∈Si],, 

• Pe(i+1) is the probability that the expert at (i+1) level assigns 
X to the wrong class, although Si contains the true class label 
Pe(i+1)= P[d(X,Si) ≠ w(X) | w(X)∈ Si)], 

• Pc(i+1)the probability that the expert at (i + 1) level assigns X  
to the correct class, given that Si contains true class index  

• Pei+1= P[d(X,Si) = w(X) | w(X)∈Si)]. 
Then the overall correct classification of n-level serial network is 

cnccT PPPP ×××= ...21
                              (9) 

and the overall error of n-level serial network is 
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One important aspect of the Class Reduction strategy is the 
assumption of zero rejection rate of the experts associated with the 
nodes. This contradicts the conventional inference methods, 
where a pattern can be rejected due to the low confidence. The 
rejection rate is defined as:  

all

conflow

N
N

R _=                                (11) 

where Nlow_conf denotes the number of patterns that are assigned 
candidate classes with the confidence lower then some predefined 
threshold (treject),  Nall  denotes the number of input patterns for the 
expert. Naturally, the rejection rate contributes towards the overall 
error. With the incorporation of the rejection capacity within an 
expert, the accuracy of recognition increases, but the overall 
number of recognized patterns decreases.  

In the Class Set Reduction strategy, the ability to pass samples to 
the next level is far more important than the absolute recognition 
rate, since it increases the chance of an unlabelled pattern being 
assigned the true label. Due to this, we employ the individual 
experts without rejection capacity for this strategy.   

4.2 Class Reevaluation strategy 
The Class Reevaluation strategy extends the intermediate nodes to 
facilitate additional analysis: if the unlabelled patterns are 
assigned labels with high confidence, then these assignments 
become final and the decision process does not evaluate these 
patterns further. In essence, this strategy incorporates rejection 
capability and reevaluates patterns that are assigned with 
confidence lower than some predefined threshold (taccept). Such 
strategy requires the individual experts to perform recognition 
with respect to all classes, and pass the patterns with ambiguous 
assignments to the next level.  

We now formalize the decision process for unlabelled pattern X. 
Assuming: 
• w(X) is the original class associated with the current pattern, 

• d(X, taccept) denotes the candidate class of pattern X generated 
by the current expert based on the confidence threshold , 

• α denotes the confidence of expert in assigning a candidate 
class to pattern X, 

• Pci is the probability that expert generates the true class, 
Pci = P[d(X,taccept) = w(X)], 

• Pei is the probability that expert doesn’t generate true class. 
We define Pei = Perror + Prejection, where  

• Perror = P[d(X,taccept) ≠ w(X) | (α > taccept)] denotes the 
probability of erroneous class label assigned to the 
unlabelled pattern X with confidence α higher then threshold 
taccept, and 

• Prejection = P[d(X,taccept) = w(X) | (α < taccept)] denotes the 
probability of the correct class label assigned and being 
rejected due to the confidence lower then the threshold, 

Similarly to the Class Reduction strategy, the probability of 
correct decision is defined as: 

cnccT PPPP ×××= ...21
                             (12) 

with the errors given by PeT=1-PcT.  

4.3 Individual Experts 
Several machine learning methods can be used for individual 
experts. Currently the majority of inference methods are based on 
the two-step supervised inductive process. During the inductive 
step, the expert is trained based on the labeled data. During the 
deductive step, the expert predicts the labels of the unlabelled 
data. One possible drawback of such inference methods is that 
they do not readily incorporate unlabelled samples at the training 
stage and thus do not account for the distribution of unlabelled 
samples. In semi-supervised case, expert observes both labeled 
and unlabeled patterns, results in tighter upper error bound as 
compared to the supervised approach [24].  

From the examples given in Table 1, each class includes a variety 
of patterns. These patterns form clusters of certain brushwork 
class used by the same artist, in the same painting etc. However, 
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such clusters can be far from each other in the feature space. 
Therefore, it might be difficult for the conventional inference 
methods to learn single discriminate function to recognize such 
classes. Moreover, the traditional classification methods require 
the labeled data set for training and do not facilitate semi-
supervised learning. On the other hand, clustering techniques 
readily offer a basis for modeling a class as a set of clusters, they 
do not require clusters to be spatially close to each other in the 
feature space and they can be easily extended to incorporate 
unlabelled patterns and facilitate semi-supervised annotation. In 
the next section we discuss the semi-supervised annotation of 
brushwork patterns. 
 

5. ANNOTATION WITH BRUSHWORK 
TECHNIQUE CONCEPTS 

5.1 Decision hierarchy 
In this section, we combine the serial multi-expert approach with 
semi-supervised annotation techniques and apply it to the task of 
brushwork class annotation. To perform the annotation, we 
traverse the decision hierarchy from coarser to finer decisions.  
This approach bears a lot of resemblance with multi-class 
annotation task, where some classes are more similar to each other 
than the others. In this situation, it is easier for an expert to 
recognize the most dissimilar or distinctive subsets of classes and 
then carry on and resolve the ambiguities in each of the subsets to 
achieve the final annotation.  

In our task we know apriori the characteristics of the brushwork 
classes. For example, “pointillism” and “mezzapasta” classes are 
weakly homogeneous patterns with decreasing levels of 
roughness. We rely on such characteristics to formulate the sub-
goals at the intermediate and terminal nodes.  

In the serial multi-expert configurations, the sub-goals can be 
identified and combined in arbitrary number of levels.  Rahman et 
al. [20] demonstrated experimentally that the two-level 
configurations produce very good results. In our study, we employ 
the three-level hierarchy of decisions with the single brushwork 
class corresponding to the terminal node. Figure 3 represents the 
decision hierarchy for the brushwork annotation. For the 
successful annotation process it is important that the experts 
generate their decisions based on the relevant subset of features. 
Figure 3 shows the features used by each of the experts in non-
shaded boxes. Intermediate decisions are found in the first two 
levels of the hierarchy, while the last level includes only terminal 
nodes. Dotted lines in Figure 3 distinguish three levels of the 
decision hierarchy.  

The decision process starts with all classes and the original 
dataset. At the first level, we arrange the brushwork classes in the 
subsets based on the degree to which they exhibit similar linear 
components. We define the three sub-goals as {“impasto”, 
“grattage” and “devisionism”}, followed by {“scumbling”, 
“glazing” and “shading”} and, finally, {“pointillism” and 
“mezzapasta”}. The expert associated with the top-level decision 
utilizes such features as the Gabor transform features, edge-based 
and gradient-based directional histograms and CIE L*u*v values 
of the major colors. 

At the next level, there are three experts working simultaneously 
on their respective datasets. The first second-level expert aims to 
split “grattage” class from “impasto” and “divisionism” classes. 
Since patterns in “grattage” class exhibit long edges and high 
chiaroscuro contrast, we employ edge information and color 
contrasts with CIE L*u*v values of the major colors. The second 
expert assesses its input patterns by roughness. This leads to the 
terminal node “shading”, since this class exhibits more roughness 
as compared to “scumbling” and “glazing”. The expert uses multi-
scale fractal dimension features, since all of the analyzed classes 
include non-homogeneous patterns. In addition, it employs 
chiaroscuro contrast because the patterns of “shading” class often 
exhibit light and dark colors. The third expert analyzes the 
patterns belonging to only two classes, and hence produces the 
terminal nodes for “mezzapasta” and “pointillism”. Patterns in 
these two classes vary with respect to the roughness and the 
number of colors they exhibit, and thus we employ multi-scale 
fractal dimension and color histogram statistics to recognize these 
two classes. 

 

 

 

 

 

 

 

 

 

At the third level, the decision hierarchy has only two unresolved 
intermediate nodes: {“impasto”, “divisionism”} and {“scumbling” 
“glazing”}. To disambiguate “impasto” and “divisionism” classes, 
we employ the color information with Wavelet Pyramid 
Transform (WPT), which uses the Daubechies filter bank to detect 
the linear component and a variety of other texture properties. 
This representation is suitable to recognize class “impasto”, since 

Figure 3. The decision hierarchy for brushwork annotation

All classes 

Impasto, Grattage, 
Divisionism 

Scumbling, 
Glazing, 
Shading  

Impasto, 
Divisionism

Shading 

DivisionismImpasto 

MezzapastaGrattage 

Pointillism

Scumbling Glazing

Scumbling 
Glazing 

Directional Edge 
Histogram and 

Statistics, N major 
colors, Chiaroscuro 

Color Contrast 

Multi Scale Fractal 
Dimension,  

N major colors,  
Complimentary Color 

Contrast 

Multi Scale Fractal 
Dimension,  

Colors Histogram 

N major colors,  
Color Contrasts,  
Wavelet Pyramid 

Transform Zernike Moments, N 
major colors

Gabor Transform Coefficients, Edge-based and Gradient-
based Directional Histograms and N major colors

Pointillism, 
Mezzapasta 

535



 

its patterns exhibits a large number of linear components in 
several directions. In addition, the expert employs complimentary 
color contrast because “divisionism” patterns exhibit more colors 
of various hues as compared to “impasto” patterns. The last expert 
annotates the patterns with “scumbling” or “glazing” classes. 
While “scumbling” class exhibits large a number of soft gradients 
due to the spatially close brushworks of varying intensity, 
“glazing” exhibits more homogeneous surface with very long soft 
gradients, if any. We use Zernike moments that model the surface 
of a patch to recognize these two classes. Also, the expert employs 
CIE L*u*v values of major colors for this sub-goal, since the 
patterns of class “glazing” quite often exhibit reddish, pinkish and 
nude-like colors. 

In the decision hierarchy above, we pre-define sub-goals that 
refine annotation process at each level based on the domain 
knowledge and characteristics of the brushwork patterns. Apart 
from the decision hierarchy structure, performance of the multi- 
expert configurations depends on the implementation of its 
individual experts. In the next two sub-sections we discuss the 
annotation process of individual experts. 

5.2 Individual Experts 
We utilize agglomerative clustering and iterative K-means 
clustering to perform assignment of labels by each expert. For 
both clustering methods, cluster purity serves as the basis for 
annotation of unlabelled patterns. We define cluster as “pure” if it 
more than 85% of its labeled patterns belong to class (or a subset 
of classes) X. Cluster purity represents the degree to which the 
cluster contains patterns of class X and is defined as:  

all

X

N
Nc =)(ρ                                   (13) 

 where NX denotes the number of labeled patterns from the class 
(or a subset of classes) X within cluster c, Nall denotes number of 
patterns in this cluster. Since in semi-supervised approach clusters 
include both labeled and unlabelled data, pure clusters represent a 
decision as to which class or a subset of classes the unlabelled 
pattern is likely to belong to. 

In case of iterative K-means clustering, we increase the number of 
clusters at each iteration and attempt to maximize the following 
function: 

∑
=

×=
d

i

p
i dN

1
ϕ                                  (14) 

where p
iN  denotes the number of patterns in the i-th pure cluster 

and d is the average size of pure clusters at each iteration. In case 
of the agglomerative clustering, we build a cluster tree and search 
it in a top-down fashion for pure clusters. Similarly to K-means 
clustering, we attempt to maximize function ϕ given in the 
formulae above.  
In the multi-expert framework, information flow among the 
experts is predefined within the decision hierarchy. Each mn-th 
expert at j-th level receives the subset of classes and associated 
patterns and further splits it into several pre-defined subsets of 
classes )()2()1( ..., ikm

j
km

j
km

j SSS +++ , where m is the unique identifier of 

the expert, (k+1), .., (k+i) denote the unique identifier of the 
generated candidate list. During the clustering process, the expert 
uses each of the subsets )()2()1( ..., ikm

j
km

j
km

j SSS +++  to guide its search 

for pure clusters. In case of the terminal node, the expert searches 

for the pure clusters that contain patterns of a single class, and all 
unlabelled patterns found in this cluster will receive its label. In 
essence, the subsets )()2()1( ..., ikm

j
km

j
km

j SSS +++  represent pair-wise 

constraints in terms of “can” and “can not” links, specifying 
which labels could be grouped together. 

5.2.1 Class Reduction strategy 
Class Reduction strategy assumes no rejection rate and, thus, 
requires that each expert should assign the subset of classes to 
each unlabelled pattern. In this strategy, the fact that all samples 
are observed is more important than the absolute recognition rate 
at each level. In case of the rejected patterns, the expert passes 
them to all intermediate experts of the subsequent level. The 
experts of the subsequent level evaluate each rejected pattern and 
generate the confidence value for it. Based on this value, the 
patterns is either accepted or rejected again. If pattern is accepted, 
the decision process includes it in the input dataset for the next 
corresponding expert. If the pattern is rejected, the above process 
repeats until the terminal nodes are reached. At the terminal 
nodes, the labels of the patterns are assigned based on the highest 
confidence value. In case of K-means clustering, the expert 
searches for the closest pure clusters for unlabelled patterns and 
generates the best possible confidence value for them. In case of 
agglomerative clustering, the expert traverses its cluster tree in the 
bottom-up fashion. The cluster tree contains the paths connecting 
unlabelled patterns to the clusters, which they originate from. The 
expert searches these paths, trying to find clusters with the higher 
degree of purity and generates the highest possible confidence 
values. The decision process maximizes the confidence values 
from the terminal nodes and assigns unlabelled patterns their 
respective classes of the highest confidence. 
 
5.2.2 Class Reevaluation strategy  
In contrast to the Class Reduction strategy, Class Reevaluation 
strategy allows rejection threshold within each individual expert. 
In this case, rejected patterns are passed for reevaluation to the 
next level. With the Class Reevaluation strategy, the serial multi-
expert framework assigns labels to unlabelled patterns in the 
intermediate nodes if the system has high confidence in it. The use 
of clustering methods provides the basis for such a conditional 
assignment. Lets consider the cluster space C with k clusters {Ci} 
for i = 1…k. In this space, we have several cluster types 
C=Cp∪Cnp∪Cnl, where Cnl denotes clusters that include testing 
samples only and, thus, carry no class information (labels), Cnp  
and Cp denote clusters that include testing and training samples 
and, consequently, represent some mixture of labels. However, 
clusters in Cp are pure and mostly exhibit labels from the certain 
predefined subset.  Further, Cp includes clusters that contain 
majority of labels of a single class. These clusters demonstrate 
high confidence of the expert in its assignment. In accordance to 
Class Reevaluation strategy, the decision process assigns the 
unlabelled patterns found in these clusters with the corresponding 
labels. These labels represent the final decision and are excluded 
from further analysis.  
 

6. EXPERIMENT RESULTS 
In this section we demonstrate the performance of our framework. 
For our experiments, we extract 4880 patches of size 32x32 from 
30 paintings of the painting styles: Renaissance, Fauvism, 
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Impressionism, Post-Impressionism, Expressionism and 
Pointillism. We randomly select 75% of the dataset for training 
and use the remaining patterns for testing. Figure 4 demonstrates 
the distribution of brushwork classes in the training and testing 
sets. 
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In our experiments, we test the multi-level serial framework with 
respect to the Class Reduction and Class Reevaluation strategy. 
Within each strategy, we test the framework performance based 
on the several clustering techniques implemented for individual 
experts. These techniques include: ‘complete-link’, ‘average-link’, 
‘single-link’ agglomerative clustering and iterative K-means 
clustering.  

 

Framework Kmeans Complete Average Single 
Baseline 74.6% 74.73% 75.08% 57.64% 

Multi-expert, 
Class Reevaluation 87.2% 87.5% 88.15% 60.47% 

Multi-expert, 
Class Reduction 91.4% 92.06% 94.89% 68.32% 

We compare the performance of these systems with the 
baseline system, which is a one-step semi-supervised annotation 
method that employs the full feature set. It performs the 
annotation of the unlabelled instances into the brushwork classes 
on the basis of the pure clusters. It can be viewed as a single 
expert operating on the full feature set. The baseline system 
employs the same set of clustering techniques as above-mentioned 
to achieve pure clusters. Table 2 demonstrates the performance of 
the multi-expert and baseline systems in terms of the overall 
annotation accuracy. 
Both the baseline and multi-level frameworks obtain significantly 
higher accuracy using ‘complete-link’, ‘average-link’ and iterative 
K-means techniques as compared to the ‘single-link’ method. 
Since the ‘single-link’ method merges two clusters based on the 
smallest minimum pair-wise distance, it tends to group together 
patterns of the different classes, leading to a large number of 
impure clusters.  

Both Class Reduction and Class Reevaluation strategies result in 
better accuracy as compared to the baseline methods. This 
improvement results from the sequential refinments of class labels 
as well as from the use of relevant features at the level of 
individual experts. Figure 5 demonstrates how terminal nodes 
benefit from the disambiguation process. Here, the task of the 
expert assosiated with the current terminal node is to assign the 
input patterns to one of the two classes (“divisionism” or 
“impasto”). The Input Set in Figure 5 is the set of the unlebelled 
patterns given as the input to the current terminal node. It 
represents the coarse decision of the ancestor node. From the 
point of view of the current expert assosiated with the terminal 

node, these unlabelled patters are likely to be “divisionism” or 
“impasto”. Figure 5 demonstrates distribution of the unlabelled 
patterns in the Input Set with respect to their true labels (Y axis). It 
can be seen that candidate class labels (“divisionism” or 
“impasto”) include the true class label for the majority of 
unlabelled patterns. Based on the input patterns, current expert 
generates its own decision. It output the Output Set 1 (“impasto”) 
and Output Set 2 (“divisionism”). Figure 5 demonstrates 
distribution of the patterns in Output Set 1 and Output Set 2 with 
respect to their true patterns.  
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From the distribution of unlabelled patterns in the Input Set, it is 
clear that the sequential refinement disambiguates patterns before 
they reach the current expert (terminal node) and receive their 
final label. This refinement naturally leads to higher accuracy 
achieved by the individual experts since the probability of the true 
class being assigned to the disambiguated patterns is high, 
resulting in better performance of the multi-expert framework.  
Table 2 shows that the performance of Class Reevaluation 
strategy is worse than that of the Class Reduction strategy. This is 
because for the Class Reduction strategy, some patterns receive 
their final labels at the intermediate nodes. Such conditional 
assignments result from high confidence of the experts at these 
nodes. However, the decision process annotates such patterns at 
the level of coarse intermediate decisions and disambiguation of 
these patterns is only partial, which results in additional 5% to 6% 
erroneous labels as compared to the Class Reduction Strategy. 

Figure 6 examines the distribution of annotation error of the 
multi-level framework with respect to the brushwork classes.  

0

1

2

3

4

5

Divi
sio

nis
m

Glaz
ing

Grat
tag

e

Im
pa

sto

M
ez

zap
ast

a

Po
int

illi
sm

Sc
um

bli
ng

Sh
ad

ing

Er
ro

r 
ra

te
, %

Class  Reduction, Averag e
Class  Reduction, Complete
Class  Reevaluation, Average
Class  Reevaluation, Co mplete

 
 
The figure plots the error rates of annotation based on the Class 
Reduction and Class Reevaluation strategies using ‘complete link’ 
and ‘average-link’ techniques. Figure 6 demonstrates that Class 
Reductions strategy paired with ‘average-link’ clustering 
technique performs the best for all brushwork classes. The 
majority of erroneous assignments are in “shading” and 

Table 2. Overall annotation  

Figure 4. Distribution of the class labels in the dataset

Figure 5. Example of the terminal node 

Figure 6. Error distribution with respect to the classes 
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“scumbling” classes due to the fact that patterns in these classes 
may resemble other classes to higher extent. Both Class Reduction 
and Class Reevaluation strategy produce relatively smaller error 
for such classes as “divisionism”, “mezzapasta” and “pointillism”.  
 
 

Pointillism Divisionism Impasto Scumbling 

             
This is due to the fact that patterns of these classes are adequately 
represented by a number of texture features, resulting in low intra-
cluster pair-wise distances in the feature space. Table 3 shows 
examples of misclassifications for “shading” class patterns into 
“pointillism”, “divisionism”, “impasto” and “scumbling” classes.  
 

7. CONCLUSIONS AND FUTURE WORK 
In this paper we proposed the semi-supervised multi-expert 
approach for annotation of brushwork in paintings. Explicit 
annotation of brushwork is desirable since it helps in the 
annotation of paintings with higher-level semantic concepts such 
as artist names, periods of art and paintings styles. To perform 
annotation, we employed serial combination of multi-experts. 
This framework benefits from sequential refinement of the 
assigned labels as well as facilitates dimensionality reduction. To 
facilitate annotation at the level of individual experts, we employ 
edsemi-supervised clustering techniques. These techniques model 
the brushwork classes as tight clusters in the feature space as well 
as benefit from distribution of unlabelled patterns.  
There are several directions for future work. First, we aim to 
experiment with kernel-based semi-supervised clustering methods 
at the level of individual experts. These methods employ more 
sophisticated distance measures, which may lead to improved 
results. Second, it is preferable to automate feature selection for 
individual experts in the decision hierarchy and provide the 
systematic analysis of the relevant features. Lastly, we aim to 
employ brushwork classes for further annotation of paintings with 
high-level semantic concepts.  
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